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Backgrounds

Neural Network Compression

• Deep neural networks (DNNs) have been demonstrated to be

successful on many tasks. However, the size of DNN model has

continuously increased while it achieves better performance.

• There are a lot of work on compressing DNN models.

1. Pruning.

2. Knowledge distillation.

3. Weight sharing and Quantization (our focus).
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Adversarial Examples
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• DNNs are vulnerable to adversarial examples, which can be crafted

by adding visually impercetible perturbations on images.

• Several approaches for training robust DNN models were recently

proposed, to defense the adversarial examples.

• There is few work devoted to the compression of robust DNN model,

and most of them only employ the pruning and/or simple

quantization technique.
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• An example of storage formats. The top table represents the normal

storage for 9 32-bit floating-point numbers. The bottom table

represents the quantized storage format.

• Compression ratio (CR) for compressing 𝑁 32-bit floating-point

numbers into 𝐾 cluster centers :
32𝑁

32𝐾+𝑁 log2 𝐾
≈

32

log2 𝐾
.

Weight Sharing

S. Han, H. Mao, and W. J. Dally. 2015. Deep compression: Compressing deep neural networks with pruning, trained quantization

and Huffman coding. arXiv preprint arXiv:1510.00149 (2015).

Bits Value Value Value Value Value Value Value Value Value

32 3.5 3.5 7.2 7.2 7.2 3.5 3.5 3.5 7.2

Bits Value Value Value Value Value Value Value Value Value

1 0 0 1 1 1 0 0 0 1

normal

quantized
32 3.5 7.2
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• Regard the weights of DNN as a set of vectors 𝑊 = {𝑊1, ⋯ ,𝑊𝑚}.
Accordingly, the result of weight sharing can be expressed as 𝐶 =
𝐶1, ⋯ , 𝐶𝑚 ∈ 𝑅𝐾×𝑚, where 𝐾 is the number of clusters and vector 𝐶𝑖

contains 𝐾 cluster centers.

• Let 𝐿 𝑊 be the loss function of training DNN, then training DNN

and performing weight sharing can be formulated as a single

optimization problem:

min
𝑊,𝐶

𝐿(𝑊) ,

𝑠. 𝑡. 𝐶 = 𝐶1, 𝐶2, ⋯ , 𝐶𝑚 ∈ 𝑅𝐾×𝑚,
𝑊 = {𝑊1,𝑊2, ⋯ ,𝑊𝑚}, 𝑎𝑛𝑑 ∀𝑖, 𝑗,𝑊𝑖,𝑗 ∈ 𝐶𝑖

Problem Definition
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The Approach with Regularization

J. Wu, Y. Wang, Z. Wu, Z. Wang, A. Veeraraghavan, and Y. Lin. 2018. Deep K-Means: Re-training and parameter sharing with

harder cluster assignments for compressing deep convolutions. In Proc. ICML. 5363–5372.

• Converting the constraints to a regularization item.

• Consider the problem with 𝑚 = 1 where the weight vector 𝑊 ∈ 𝑅𝑛

for simplicity. Deep K-Means proposed a novel loss function with an

approximation regularization item:

min
𝑊,𝐹

{𝐿 𝑊 + 𝜆 𝑇𝑟 𝑊𝑇𝑊 − 𝑇𝑟 𝐹𝑇𝑊𝑇𝑊𝐹 }

𝑠. 𝑡. 𝐹 ∈ 𝑅𝑛×𝐾 , 𝐹𝑇𝐹 = 𝐼
• An iterative procedure was proposed to solve the above optimization

problem, updates 𝑊 and 𝐹 alternatively. 𝑊 is updated with the

stochastic gradient descent (SGD) approach and 𝐹 is updated by

computing 𝐾-truncated SVD.
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The Approach with Quantization Function

D. Zhang, J. Yang, D. Ye, and G. Hua. 2018. LQ-Nets: Learned quantization for highly accurate and compact deep neural networks.

In Proc. ECCV. 365–382.

• The quantization function is also used to model the effect of

clustering. Suppose we have a quantization function 𝑄𝑖 for each 𝑊𝑖

and 𝐶𝑖, where 𝑄𝑖 𝑥 = argmin𝑐∈𝐶𝑖|𝑥 − 𝑐|.

• The optimization problem is converted to:

min
𝑊,𝐶

𝐿(𝑄1 𝑊1 , 𝑄2 𝑊2 , ⋯ , 𝑄𝑚 𝑊𝑚 ) ,

𝑠. 𝑡. 𝐶 = 𝐶1, 𝐶2, ⋯ , 𝐶𝑚 ∈ 𝑅𝐾×𝑚,

∀𝑖, 𝑗, 𝑄𝑖 𝑊𝑖,𝑗 = argmin𝑐∈𝐶𝑖|𝑊𝑖,𝑗 − 𝑐|

• A straight-through estimator (STE) technique is used for performing

SGD.

• With LQ-Net, which is an effective DNN quantization scheme with

quantization function. It use a quantizer under special constraints.
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Contributions

1. A dynamic programming (DP) based algorithm is proposed to

obtain the optimal solution of the K-means clustering problem with

scalar data.

2. A DP assisted approach with regularization (called DPR) and a DP

assisted approach with quantization function (called DPQ) are

proposed to compress normal DNN models. They are then extended

to DPR+ and DPQ+ approaches respectively, for compressing

robust DNNs.

3. Experiments on normal DNNs have shown the advantages of DPR

and DPQ over other compression approaches like Deep K-Means

and LQ-Net.

4. Experiments on robust DNNs have validated the effectiveness of

the proposed DPR+ and DPQ+ approaches.
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• Theorem 1. Let 𝑥1 ≤ 𝑥2 ≤ ⋯ ≤ 𝑥𝑁 be 𝑁 scalars which need to be 

clustered into 𝐾 classes. The clustering result is expressed as an 

integer index set 𝑝 = 𝑝1, 𝑝2, ⋯ , 𝑝𝑁 , 1 ≤ 𝑝𝑖 ≤ 𝐾, which means 𝑥𝑖
belongs to the 𝑝𝑖-th cluster. If the K-means clustering is to minimize

𝑔 𝑝, 𝑐 =

𝑖=1

𝑁

𝑥𝑖 − 𝑐𝑝
2
,

𝑠. 𝑡. 𝑐 = {𝑐1, 𝑐2, ⋯ , 𝑐𝐾}, 𝑐1 < 𝑐2⋯ < 𝑐𝐾 ,
an optimal solution 𝑝 satisfies 1 = 𝑝1 ≤ 𝑝2 ≤ ⋯ ≤ 𝑝𝑁 = 𝐾.

A DP based Algorithm for Scalar Clustering

Dynamic Programming Assisted For  DNN Compression

𝑥2 𝑥3 𝑥4 𝑥5 𝑥7 𝑥8𝑥6 𝑥9 𝑥𝑁−1 𝑥𝑁

𝑐1

……

𝑐2 𝑐3 𝑐𝐾

𝑥1
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• Let 𝑥1 ≤ ⋯ ≤ 𝑥𝑁 be the stored weights for quantization, and 𝐺𝑛,𝑘 be 

the minimum loss for clustering the first 𝑛 weights into 𝑘 clusters. 

We have

𝐺𝑛,𝑘 = min
𝑘−1≤𝑖<𝑛

{𝐺𝑖,𝑘−1+ℎ(𝑖 + 1, 𝑛)}, 1 < 𝑘 ≤ 𝐾, 𝑘 ≤ 𝑛 ≤ 𝑁

• ℎ 𝑙, 𝑞 is the minimum clustering error for clustering 𝑥𝑙 , 𝑥𝑙+1, ⋯ , 𝑥𝑞
to one class. It can be easily calculated:

ℎ 𝑙, 𝑞 =

𝑖=𝑙

𝑞

𝑥𝑖 −
1

𝑞 − 𝑙 + 1


𝑗=𝑙

𝑞

𝑥𝑗

2

=

𝑖=𝑙

𝑞

𝑥𝑖 −
1

𝑞 − 𝑙 + 1


𝑖=𝑙

𝑞

𝑥𝑖

2

• We can use an auxiliary array 𝑧 to depict the optimal clustering, 

where 𝑧𝑛,𝑘 is the index of the first scalar in the last class, when the 

first 𝑛 scalars in {𝑥𝑖} are clustered into 𝑘 classes optimally.

𝑧𝑛,𝑘 = argmin𝑘−1≤𝑖<𝑛 𝐺𝑖,𝑘−1 + ℎ 𝑖 + 1, 𝑛 + 1

A DP based Algorithm for Scalar Clustering

Dynamic Programming Assisted For  DNN Compression
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• Theorem 2. The DP based algorithm for scalar quantization (Algorithm 

1) obtains the optimal solution for the K-means clustering problem of 

scalar data.

A DP based Algorithm for Scalar Clustering

Dynamic Programming Assisted For  DNN Compression
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• We propose a DP assisted approach with regularization (called DPR) 

for DNN compression. The problem is an unconstrained optimization:

min
𝑊,𝐶

{𝐿 𝑊 + 𝜆

𝑖=1

𝑚



𝑗=1

𝑛𝑖

min
1≤𝑘≤𝐾

𝑊𝑖,𝑗 − 𝐶𝑖,𝑘
2
}

• 𝜆 is the Lagrange multiplier.

• The problem is solved through alternatively optimizing 𝑊 and 𝐶.

• After 𝑡 epochs of SGD based optimization of 𝑊, 𝐶 is optimized by 

solving a scalar K-means clustering with the DP-based algorithm 

(Alg. 1).

DP Assisted Approach with Regularization

Dynamic Programming Assisted For  DNN Compression
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• The DPR is also applicable to the robust DNN models. We consider 

the state-of-the-art TRADES (Tradeoff-inspired Adversarial Defense 

via Surrogate-loss minimization) model for robust DNN:

min
𝑊,𝐶

{𝐿 𝑓 𝑋;𝑊 , 𝑌 + max
𝑋′∈𝐵 𝑋,𝜖

𝛾𝐿 𝑓 𝑋;𝑊 , 𝑓 𝑋′;𝑊

• 𝑓(𝑋;𝑊) is the output vector of learning model given parameters 𝑊, 

𝐿 denotes the cross-entropy loss function, 𝐵 𝑥, 𝜖 represents a 

neighborhood of 𝑥: {𝑥′: 𝑥′ − 𝑥
2
≤ 𝜖}, and 𝛾 is a regularization 

parameter to trade off between accuracy and robustness.

DP Assisted Approach with Regularization

Dynamic Programming Assisted For  DNN Compression

+𝜆

𝑖=1

𝑚



𝑗=1

𝑛𝑖

min
1≤𝑘≤𝐾

𝑊𝑖,𝑗 − 𝐶𝑖,𝑘
2
}
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• We propose a DP assisted approach with quantization function 

(called DPQ).

• We perform DP based algorithm to find an accurate quantizer, i.e. 

obtaining the optimal 𝐶𝑖 to minimize 𝑄𝑖 𝑊𝑖 −𝑊𝑖 2

2
.

• To save computation, we executed Alg. 1 every 𝑡 epochs while for 

other iteration we perform the Lloyd’s algorithm for clustering.

• This approach is also applicable to the robust DNN model:

min
𝑊,𝐶

{𝐿 𝑓 𝑋; 𝑄 𝑊 , 𝑌 + max
𝑋′∈𝐵(𝑥,𝜖)

𝛾𝐿 𝑓 𝑋; 𝑄 𝑊 , 𝑓 𝑋′; 𝑄 𝑊

DP Assisted Approach with Quantization Function

Dynamic Programming Assisted For  DNN Compression
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• The proposed approaches are implemented with Python 3.6.

• The DPR approach has two hyperparameters 𝜆 and 𝑡. We choose 𝜆 =
100 for all experiments, 𝑡 = 20 for CIFAR-10 dataset and 𝑡 = 3 for 

ImageNet dataset.

• The DPQ approach has only one hyperparameter 𝑡, which is set to 5 

for all experiments.

• The training and inference are conducted on PyTorch.

• The compression ratio is rounded to an integer.

Settings

Experimental Results
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• LR: employs the Lloyd’s algorithm to do clustering during training.

• Two phenomena:

1. The inference accuracy of the DPR is always higher than LR.

2. The compressed model may have better accuracy than the 

pretrained uncompressed model.

Compressing Normal Models on CIFAR-10

Experimental Results
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Compressing Normal Models on ImageNet

Experimental Results
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Compressing Normal Models on ImageNet

Experimental Results
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Compressing Robust Models

Experimental Results



Conclusions
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• A dynamic programming based algorithm for scalar clustering and

two DNN compression schemes, DPR and DPQ, are proposed.

• DPR and DPQ are also extended to compress robust DNNs, through a

combination with the TRADES approach.

• Exhaustive experiments have been carried out to show the advantages

of the proposed approaches over existing counterparts for

compressing normal and robust DNNs.

• Experimental results also show, the DPR approach performs better

for robust models while the DPQ approach is more suitable for large

DNN models.
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Thanks for your attention!


