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Fig. 1: Nvidia Jetson TX2

I. Background

ØHeterogeneous MPSoCs
pWhat is the Heterogeneous MPSoC?

• The Heterogeneous MPSoC consists of integrated CPUs and GPUs.
• The Heterogeneous MPSoC is the suitable platform for embedded applications running on 

mobile devices such as smart phones and portable game consoles.

Fig. 2: Qualcomm Snapdragon 855



I. Background

ØTarget detection application in mobile devices
pCurrent status of target detection in mobile applications

• Target detection are widely used in mobile applications, such as various camera
applications.

pCurrent status of mobile devices
• Mobile devices are mostly powered by battery which have stringent requirement on power 

consumption.
• Mobile devices with integrated CPUs and GPUs are usually designed with low-power

consumption rather than performance.
pCurrent status of target detection in mobile devices

• Traditional method deploys the target detection application on the GPU to pursue 
maximal performance improvement, which is not suitable for mobile devices.

• It is critical to explore a power-efficient method to improve the performance of target
detection in mobile devices.



II. Preliminary

ØConvolutional Neural Network (CNN)
pWe focus on a popular and widely accepted CNN algorithm as the test object,

which is YoloV3-Tiny [10]. (Why?)
• CNN has a strong feature learning and expression capability, especially in the field of 

target detection.
• The memory footprint and calculation scale of YoloV3-Tiny are small and the inference 

speed is fast, which is suitable for mobile devices. 
• YoloV3-Tiny achieves a good balance between detection capacity and power consumption.
• The source code of YoloV3-Tiny is freely available and YoloV3-Tiny has been widely 

used in both industry and academia.
pThe metrics of the mapping of CNN layers.

• System power consumption
• Inference speed

[10] J. Redmon, S. Divvala, R. Girshick, et al., “You only look once: Unified, real-time object detection,” Proceedings of the 
International Conference on Computer Vision and Pattern Recognition, pp. 779–788, 2016.



II. Preliminary

ØSystem power consumption
pIs formed as

• 𝑃!"! = 𝑃#$% + 𝑃&$%, since the power dissipation of an MPSoC mainly comes from 
processors (i.e., CPUs and GPUs).
• 𝑃!"# is the power consumed by CPU.
• 𝑃$"# is the power consumed by GPU.

• The power consumption of processor K (CPU or GPU) is
• 𝑃 𝐾 = 𝑃%&' 𝐾 + 𝑃()*+(𝐾),

• 𝑃%&' 𝐾 is the dynamic power consumption of processor 𝐾.
• 𝑃()*+(𝐾) is the leakage power consumption of processor 𝐾.



II. Preliminary

ØPower-FPS ratio
pIs a ratio of power and FPS to evaluate the efficacy of a layer mapping 

strategy and can be formed as
• 𝑃𝐹𝑅 = '!"!

(')
• 𝑃,-, is the total power consumption of an CPU-GPU integrated MPSoC
• FPS (Frames Per Second) is a commonly accepted metric to quantify the inference speed.

• 𝐹𝑃𝑆. = )/ 0! is the inference speed of image 𝐼𝑀𝐺.
• 𝑡. is the inference time of image 𝐼𝑀𝐺.

• Given n images 𝐼𝑀𝐺., 𝐼𝑀𝐺., ..., 𝐼𝑀𝐺., the average inference speed is
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III. Empirical Study: Effects of Layer
Mapping on Power Consumption
ØExperimental setups

pHardware platform
• Nvidia Jetson TX2

pOperating system
• Ubuntu with Linux kernel 4.4.12

pSoftware
• CUDA
• CuDNN
• System Profiler
• OpenCV
• OpenMP



III. Empirical Study: Effects of Layer
Mapping on Power Consumption

l Since YoloV3-Tiny has 24 layers, there 
are at most 224 layer mapping strategies. 

l Considering the huge problem scale, it 
is impossible to implement the 
mapping experiments for all the 
strategies.

l Therefore, we need to explore an 
appropriate mapping strategy.

Tab. 1: Details on the 24 layers of YoloV3-Tiny.



Fig. 3: Layer structure graph of YoloV3-Tiny.

III. Empirical Study: Effects of Layer
Mapping on Power Consumption
ØMapping strategies

pSingle-layer mapping: map one layer to CPU and the other layers to GPU.
pGroup mapping: map the layers of the same type to CPU and the layers of 

other types to GPU.
pBaseline mapping: map all the layers to GPU.

• Baseline mapping is the classic mapping method and used to compare with the other two 
strategies, i.e., single-layer mapping and group mapping.



Fig. 4(b): FPS comparison

Fig. 4(a): Power consumption comparison

III. Empirical Study: Effects of Layer
Mapping on Power Consumption
Ø Single Layer Mapping

PS: 𝐶𝑎𝑠𝑒 𝑗 (0 ≤ 𝑗 ≤ 23) means that the 𝑗-𝑡ℎ layer is 
mapped to CPU and the other layers are mapped to GPU.

p Observation:
• When mapping the convolution layer to 

CPU, 𝑃tot and 𝐹𝑃𝑆 decrease with the 
increase in the scale of floating-point 
operation.

• When mapping the pooling layer to CPU, 
𝑃tot and 𝐹𝑃𝑆 decrease as the size of the 
pooling layer output tensor increases.

• When the detection layer, channel layer 
and upsampling layer are mapped to CPU, 
the decrease of 𝑃tot and 𝐹𝑃𝑆 are not 
significant.



III. Empirical Study: Effects of Layer
Mapping on Power Consumption

Fig. 4(c): PFR comparison.

p Observation:
• When mapping the convolution layer to CPU, 

𝑃𝐹𝑅 increases as the scale of floating-point 
operation increases.

• When mapping the pooling layers to CPU, 
the increase in 𝑃𝐹𝑅 is not much and 𝑃𝐹𝑅
decreases as the size of the output tensor of 
the pooling layer decreases.

• When the detection layers (i.e., the 16𝑡ℎ and 
23𝑡ℎ layers), the channel layers (i.e., the 17𝑡ℎ 
and 20𝑡ℎ layers), and the upsampling layer 
(i.e., the 19𝑡ℎ layer) are mapped to CPU 
respectively, their 𝑃𝐹𝑅 almost all decrease. 
Only in 𝐶𝑎𝑠𝑒 23 (i.e., mapping the 23𝑡ℎ layer 
to CPU), the 𝑃𝐹𝑅 slightly increases compare 
to that of Case-baseline.



III. Empirical Study: Effects of Layer
Mapping on Power Consumption
pConclusion and Reason for Single-layer Mapping

Tab. 2: Summary of single-layer mapping experiments.



III. Empirical Study: Effects of Layer
Mapping on Power Consumption
ØGroup Mapping
PS: According to summary of single-layer mapping, we only need to 
focus on the pooling layers in group mapping experiments.

pGroup mapping rules of pooling layers
• We follow the rule that the sum of the output tensor sizes of different group mapping 

layers keeps the same for the sake of fairness.
For ease of presentation, we use Case-pooling-layers to represent the group mapping 
experiments on pooling layers.



III. Empirical Study: Effects of Layer
Mapping on Power Consumption

l Let the output tensor size of the 9𝑡ℎ pooling 
layer be 𝑆 which is used as a baseline variable 
since it is the smallest as compared to that of 
other pooling layers.

l The output tensor size of other pooling layers 
can be expressed as an integer multiple of 𝑆.

l 𝐶𝑎𝑠𝑒 24 ∼ 32 denote the combination of 
multiple pooling layers and their output tensor 
sizes are the sum of the output tensor sizes of all 
combined pooling layers.

Tab. 3: Settings of group mapping experiments



III. Empirical Study: Effects of Layer
Mapping on Power Consumption
pSettings of comparative experiment groups

l In Groups 1 ∼ 4, the output 
tensor sizes of the mapped 
pooling layers are equal.

l Groups 5 ∼ 6 are the 
comparative experiments 
containing the smallest and 
largest output tensor sizes, 
respectively.

l In Groups 7 ∼ 8, the sum of the 
output tensor sizes of the 
mapped pooling layers in each 
group are not equal.



III. Empirical Study: Effects of Layer
Mapping on Power Consumption

l This group of figures demonstrate the 
results of 𝑃tot , 𝐹𝑃𝑆, and 𝑃𝐹𝑅 derived by 
Case-pooling-layers (i.e., 𝐶𝑎𝑠𝑒 1, 3, 5, 7, 9, 
11, 24-32).



III. Empirical Study: Effects of Layer
Mapping on Power Consumption
pObservation:

• In Groups 1~4, no matter whether the mapped pooling layer is single or multiple, as 
long as the output tensor sizes of the mapped pooling layers are equal, the differences 
in 𝑃tot, 𝐹𝑃𝑆, and 𝑃𝐹𝑅 are small.

• In Group 5, the differences in 𝑃tot , 𝐹𝑃𝑆, and 𝑃𝐹𝑅 between the two comparative cases 
are small. In contrast, the differences in 𝑃tot, 𝐹𝑃𝑆, and 𝑃𝐹𝑅 between the two 
comparative cases in Group 6 are large.

• In Groups 7 ∼ 8, compared to Group 7, the differences in 𝑃tot, 𝐹𝑃𝑆, and 𝑃𝐹𝑅 between 
the comparative cases in Group 8 are much larger.

pAnalysis:
• The pooling layers can be mapped to CPU, but the larger the output tensor size of the 

pooling layer mapped to CPU, the lower the 𝐹𝑃𝑆 and 𝑃tot as well as the higher the 
𝑃𝐹𝑅.



IV. Summary

ØFrom the layer mapping experimental results, we observe
① Almost all of the convolution layers are not suitable for mapping to CPU.
② The pooling layer can be mapped to CPU for reducing system power consumption, 

but the inference speed decreases when the layer’s output tensor size is large.
③ The detection layer can be mapped to CPU as long as its floating-point operation 

scale is not too large.
④ The channel layer and upsampling layer are both suitable for mapping to CPU.

ØFuture work
• Design an optimal CNN layer mapping strategy for maximizing power savings while 

maintaining the inference performance of CNNs based on our observation on 
integrated CPU and GPU platforms.


